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ABSTRACT 

 

Folksonomies are indexing languages that emerge from the distributed resource-

description activity of multiple agents who make use of online tagging services to assign 

tags (i.e., category labels) to the resources in collections. Although individuals’ 

motivations for engaging in tagging activity vary widely, folksonomy-based retrieval 

systems can be evaluated by measuring the degree to which taggers and searchers agree 

on tag–resource pairings. 

 

1  INTRODUCTION 
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In popular usage, a folksonomy is any set of terms (a.k.a. tags) that represent the 

categories or classes to which the items (a.k.a. resources) in a given collection are 

thought, by the various members of a given group of people (a.k.a. taggers), to belong. 

Web-based services that enable their users easily to tag—i.e., to associate particular 

resources with particular tags—began to proliferate in the mid 2000s, and folksonomies 

are popularly understood as the products of the ongoing use of such online services (see, 

e.g., Macgregor & McCulloch 2006, G. Smith 2008). Although the concepts of tagging 

and folksonomy predate the implementation of these services by some years, use of the 

terms “tagging” and “folksonomy” dates back only to the mid 2000s. The information 

architect Thomas Vander Wal is often credited for inventing the term “folksonomy” as a 

portmanteau of “folk” and “taxonomy” in mid 2004 (G. Smith 2004). 

 

The resources that are taggable using online tagging services are either digital objects 

(e.g., web pages in the case of Del.icio.us;1 digital photographs in the case of Flickr2), or 

physical objects represented by digital records (e.g., library materials such as books in the 

case of LibraryThing;3 museum objects such as artworks in the case of Steve4). The 

social bookmarking services Del.icio.us and Furl5 were launched in late 2003, the photo-

sharing service Flickr and the web-based email service Gmail6 in early 2004, the online 

reference-management services Connotea7 and CiteULike8 in late 2004, the video-sharing 

                                                
1 http://del.icio.us/  
2 http://www.flickr.com/  
3 http://www.librarything.com/  
4 http://www.steve.museum/  
5 http://www.furl.net/  
6 http://mail.google.com/  
7 http://www.connotea.org/  
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service YouTube9 in early 2005, and the social cataloging service LibraryThing in mid 

2005. Each of these services offers its users the opportunity to assign tags to resources. 

Weblog-publishing services like Blogger10 (launched in mid 1999) and TypePad11 (late 

2003) enable users to tag blog posts with category labels; the blog search engine 

Technorati12 began to offer the ability to search these tags in early 2005. Work on the 

museum tagging project Steve (Trant & Bearman 2007) began in mid 2005, and the e-

commerce site Amazon13 began offering customers the ability to tag product descriptions 

in late 2005. The ESP Game14 (originally developed in 2003; see von Ahn & Dabbish 

2004), an online game for two players who try to match each other’s suggestions of tags 

for pictures, was licensed by Google in mid 2006 as the Google Image Labeler,15 and 

used to generate descriptive metadata for the web-based images in Google’s Image 

Search service.  

 

Whereas different individuals may have widely differing motivations for using tagging 

services to tag, the primary usage of the folksonomies that are generated by tagging 

activity is to support resource discovery. People can use folksonomies to find resources 

of interest, by selecting and specifying as search terms those tags that the searcher 

predicts, expects, or hopes will discriminate well between relevant and non-relevant 

resources. A common way for a folksonomy to be presented to searchers is in the form of 

                                                                                                                                            
8 http://www.citeulike.org/  
9 http://www.youtube.com/  
10 http://www.blogger.com/  
11 http://www.typepad.com/  
12 http://technorati.com/  
13 http://www.amazon.com/  
14 http://www.gwap.com/gwap/gamesPreview/espgame/  
15 http://images.google.com/imagelabeler/  
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a tag cloud, in which the relative popularity or frequency of assignment of tags is 

indicated by their on-screen size. Figure 1 shows the cloud of tags most popular with 

Del.icio.us users, as at June 15, 2008.16 The viewer of the cloud may click on any of the 

tags to retrieve a list of links to the resources most recently tagged with that term. Figure 

2 shows the list of resources most recently tagged with “library” late on June 15, 2008.17  

 

2  TAGGING AS A FORM OF INDEXING 

 

Tagging is the activity of assigning descriptive labels to useful (or potentially useful) 

resources. In effect, the labels that are assigned by agents to resources are the names 

selected by those agents for the categories, classes, or concepts into which the resources 

are deemed by the agents to fall. The tagger who assigns the tag “cat” to a digital 

photograph of a cat is simply specifying that the photograph is one of the resources that 

the tagger wishes to place in a category or class named “cat.”  

 

In the parlance of mid- to late-twentieth-century information science, “cat” is an index 

term, and the activity of assigning index terms (words, phrases, codes, etc.) to resources 

(books, journal articles, web pages, blog entries, digital photos, video clips, museum 

objects, etc.) has long been known as indexing, whether undertaken by people or 

machines (see, e.g., Lancaster 2003). In librarianship, the assignment by professional 

catalogers of strings of terms (headings) or classification codes representing the 

categories into which the subjects of resources fall (i.e., subject cataloging and 

                                                
16 http://del.icio.us/tag/  
17 http://del.icio.us/tag/library  
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classification) is an activity that is often carefully distinguished from description of 

aspects of the form of resources, or of the context in which resources are produced and 

used (i.e., descriptive cataloging). In the 1990s, recognition of the need to improve the 

quality of online access to increasing quantities of digital resources of various kinds—

resources that are non-“book-like” to varying degrees and in various respects—was 

accompanied by a surge in talk of metadata and of metadata generation, and ultimately 

of resource description as a convenient catch-all term for activity of this kind.  

 

The primary purpose of resource description is usually understood to be to contribute to 

records or surrogates that can stand in for original resources whenever somebody wants 

to identify, from among the resources in a collection, those particular resources that are of 

particular interest at a particular time. Records for all the resources in a collection can be 

stored in a catalog or database, which in turn can be accessed using a search engine (i.e., 

a resource discovery or document/information retrieval system). Each of the index terms 

making up a resource’s record functions as a label for a class to which the resource is 

assigned. When a searcher specifies a search term as part of a query to a retrieval system, 

the resources in the class labeled by that term are the ones that are retrieved in response. 

Resource description is the means; resource discovery is the end (see, e.g., Taylor 2004, 

Morville 2005).  

 

One simple way to distinguish further among forms of indexing is to locate each form on 

one or more dimensions, each of which represents a different characteristic. Some of the 

characteristics that, historically, have been considered significant are: 
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1. the extent to which mechanical, rule-based, algorithmic, computational, or 

automated techniques for the assignment of index terms to resources are applied 

in place of techniques that involve the exercise of human intellect, cognition, or 

intuition (automatic vs. manual indexing); 

2. the extent to which assignment is made of index terms that occur in any texts 

contained in or associated with the resources, rather than terms that do not 

(derivative vs. ascriptive indexing); 

3. the extent to which assignment is made of index terms that occur in any 

predefined lists of allowable terms, rather than terms that do not (controlled-

vocabulary vs. natural-language indexing); 

4. the extent to which multiple indexers’ choices or “votes” are aggregated in 

generating the set of terms for a single document (democratic vs. autocratic 

indexing); 

5. the degree to which the indexer has responsibility for the creation and/or 

dissemination of the resources being indexed; 

6. the degree to which the indexer has an interest in reading, viewing, or otherwise 

using the resources being indexed; 

7. the level at which the indexer has expertise in the practice of indexing; 

8. the level at which the indexer has knowledge of the contents and contexts of the 

resources being indexed; 
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9. the degree to which the indexer is motivated by a wish to improve the 

effectiveness of future searches carried out (i) by others, and/or (ii) by 

him/herself; 

10. the extent to which properties other than the “aboutness” of resources are 

represented by index terms;  

11. the extent to which the resources being indexed contain (or are associated with) 

directly analyzable or interpretable verbal text. 

 

In this way, tagging can be characterized as a form of [1] manual, [2] ascriptive, [3] 

natural-language, [4] democratic indexing, which is typically undertaken by [5] resource-

creators and [6] resource-users who have [7] low levels of indexing expertise, [8] high 

levels of domain knowledge, and [9] widely varying motivations, and which is commonly 

used to represent [10] non- or quasi-subject-related properties, and frequently (but far 

from exclusively) applied to [11] resources such as images that do not contain verbal text. 

 

The primary innovation of tagging as a form of indexing lies in its democratic, 

author/reader-led nature [4-6]. Multiple taggers’ opinions can be combined (just as 

voters’ opinions may be aggregated in democratic referenda) to produce an inter-

subjective representation of any given resource; and people other than professional 

intermediaries are encouraged to engage in tagging activity. Online tagging services are 

normally implemented in ways that make it relatively easy for any interested party to 

assign tags to resources. The supposed quality of the resulting expression of multiple 

taggers’ consensus—the “wisdom of the (cataloging) crowd”—is often proffered as 
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evidence in support of the claim that expertise can be replicated through repeated non-

expert input (von Ahn & Dabbish 2004; Surowiecki 2004).  

 

Additionally, the fact that tagging services do not usually require taggers to select terms 

from a predefined list of allowable options—i.e., that the indexing language used by 

taggers is natural rather than controlled [3]—is beneficial in several ways: anyone can 

participate in tagging activity without needing to undergo prior training in the principles 

and practices of indexing; taggers do not have to worry about whether they have chosen 

the “right” term or even the “right” form of a term; and taggers do not have to wait until 

the particular term that they want to use is approved for use by the gatekeepers of the 

vocabulary. Engaging in tagging activity can be empowering for those people whose 

participation in the retrieval process has previously been limited to searching; and, for the 

agencies faced with the problem of providing effective access to the large collections of 

resources in their care, tagging is a solution that is cheap to implement, since (unlike 

professional indexers) taggers do not expect payment for their work. 

 

Giving large groups of people the opportunity to tag is often promoted as an effective 

means of ensuring that resources are indexed with terms that represent as many as 

possible of the categories into which those resources could conceivably be perceived to 

fall. In practice, the outcome is typically that only a proportion of the resources available 

for tagging are indexed in such an exhaustive manner. Motivating prospective taggers to 

engage with resources that have proven unpopular as targets of tags in the past is a 

problem that has resisted solution, despite efforts made to offer incentives of various 



Furner / Folksonomy 
for Bates, ed. / ELIS 

 9 

kinds. Notwithstanding their democratic pretensions, and much like other kinds of 

recommender system, retrieval systems based on tagging tend to suffer from the effects 

of a particular kind of “tyranny of the majority” or “rich get richer” phenomenon, by 

which resources that have received most tags in the past are most likely to receive tags in 

the future, and by which tags that have been assigned to most resources in the past are 

most likely to be assigned in the future. In this environment, the rate at which minority-

interest resources and tags attract initial attention from taggers can be little more than a 

matter of luck (Lanier 2006).  

 

The reliance of tagging services on human decision-making on a case-by-case basis [1] 

gives tagging the advantage over mechanical algorithms in certain application areas. In 

the first place, people can be insightful assessors, not only of the subjects covered by a 

given document, but also of its importance, novelty, credibility, comprehensiveness, 

timeliness, comprehensibility, and other aspects that may serve as criteria for others’ 

judgments as to the relevance of the document, and tags that represent such aspects are 

easily and commonly assigned to resources in tagged collections. In the second place, 

people are currently much more adept than machines at naming the particular objects and 

events, and identifying the kinds of objects and events, depicted in visual resources such 

as photographs; again, tags that represent such objects, events, and concepts are easily 

and commonly assigned to the images in online collections (see, e.g., von Ahn & Dabbish 

2004, Trant & Bearman 2007). Such resources typically do not contain text that is 

analyzable mechanically, nor has content-based image retrieval (CBIR) yet reached a 

sufficiently advanced level to reliably span the “semantic gap” between the identification 
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of low-level features such as patterns of colors and shapes and the identification of the 

objects depicted in images, let alone to judge the “aboutness” of pictures (Enser 2008).  

 

3  FOLKSONOMY AS A FORM OF INDEXING LANGUAGE 

 

In the sense that a folksonomy is made up of sets of entities of particular kinds (e.g., 

tags), and sets of inter-entity relationships of particular kinds (e.g., the semantic 

relationships between tags), a folksonomy can be viewed as a kind of network, and the 

structure and dynamics of folksonomies may be studied using approaches derived from 

network analysis (see, e.g., Wasserman & Faust 1994). Network-analytic approaches are 

useful even if folksonomies are treated simply as sets of tags and inter-tag relationships, 

but especially if a slightly less reductive view is taken of a folksonomy as the aggregate 

of: (i) a set of descriptive labels (tags); (ii) a set of describable objects (resources); (iii) a 

set of agents (taggers) capable of assigning resources to tags; sets of (iv) inter-label, (v) 

inter-object, and (vi) inter-agent relationships; and (vii) a set of label–object–agent (tag–

resource–tagger) relationships.  

 

The discipline of linguistics supplies a complementary approach to understanding the 

structural properties of folksonomies. Theorists in information science have commonly 

adopted a linguistic framework to conceptualize the structures produced by various kinds 

of knowledge-representation and knowledge-organization activity (see, e.g., Svenonius 

2000). From this perspective, a folksonomy may be considered as an indexing language, 

consisting minimally of a vocabulary of terms representing real-world objects and 
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concepts, and a grammar supplying syntactic and semantic rules for combining those 

terms in well-formed statements that denote the classes to which resources are 

determined to belong.  

 

Just as we can distinguish among forms of indexing, we can distinguish among forms of 

indexing language by locating each on one or more dimensions as follows: 

 

1. the extent to which mechanical, rule-based, algorithmic, computational, or 

automated techniques for the construction of vocabularies are applied in place of 

techniques that involve the exercise of human intellect, cognition, or intuition 

(automatic vs. manual approaches); 

2. the extent to which the vocabulary is purposively designed “from the top down,” 

i.e., by the deliberately collaborative efforts of the members of a centralized 

agency, rather than emergent “from the bottom up,” i.e., as an outcome of the 

uncoordinated activity of multiple distributed agents (centralized vs. distributed 

approaches); 

3. the extent to which the vocabulary rigidly defines or prescribes the “namespace,” 

i.e., the range of values (terms) that are eligible for assignment to resources as 

index terms in the future, rather than merely describing the range of values that 

have been assigned to resources in the past (prescriptive vs. descriptive 

approaches);  

4. the extent to which decisions about the inclusion of particular terms in the 

vocabulary (and/or about the relative location of terms within the network) are 
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made on the basis of deductive procedures of reasoning, rather than on the basis 

of inductive procedures that build on the evidence provided by past experience 

(rationalist vs. empiricist approaches); 

5. the extent to which multiple decisions or “votes” are aggregated in choosing to 

include (and to place) particular terms in the vocabulary (democratic vs. 

autocratic approaches);  

6. the frequency and regularity with which the vocabulary changes (or is changed) as 

a result of the changing behavior and/or needs of its users (dynamic vs. static 

languages); 

7. the level at which the vocabulary-designer has expertise in the practice of 

designing vocabularies; 

8. the level at which the vocabulary-designer has knowledge of the domain(s) of the 

objects and concepts represented by the terms in the vocabulary; 

9. the extent to which various kinds of semantic relationships among terms are 

identified and represented in the vocabulary; 

10. the extent to which the language allows or requires indexers to combine terms in 

well-formed statements (i.e., to specify the syntagmatic relationships between 

terms) at the time of assignment to resources, rather than allowing or requiring 

indexers to assign terms individually with no concern for the relationships 

between them (pre-coordinate vs. post-coordinate languages); 

11. [if a pre-coordinate language] the extent to which the vocabulary explicitly lists 

all the statements that it is possible to form in the language, rather than simply 
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specifying the procedures by which terms may be validly combined (enumerative 

vs. faceted languages); 

12. the exhaustivity with which all the objects and concepts in the domain(s) covered 

by the language are represented by terms in the language; 

13. the specificity with which the most specific of objects and concepts in the 

domain(s) covered by the language are represented by terms in the language; 

14. the extent to which the language allows or requires indexers to express the 

relative significance or weight of the different terms they assign; 

15. the extent to which the designers of the language intend that it exhaustively 

allows for the representation of all properties of the whole universe of available 

resources, rather than only those resources that (e.g.) cover particular subjects or 

are created in particular media, or only certain kinds of properties (e.g., content, 

form, structure, and/or context) (universal vs. special languages). 

 

In this way, a folksonomy can be contrasted with other forms of indexing language such 

as subject heading lists, thesauri, and classification schemes, and characterized as [10] a 

post-coordinate language produced by [1] an automatic, [2] distributed, [3] (typically) 

descriptive, [4] empiricist, [6] dynamic procedure, in which [9] little attempt is typically 

made to express semantic relationships.  

 

Much like other tools such as thesauri and classification schemes, folksonomies can be 

exploited for a variety of purposes: as aids for taggers, in the choice of index terms; as 

aids for searchers, in the choice of search terms; and as datasets for researchers interested 
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in describing, mapping, and/or visualizing the structures of categories constructed by the 

users of a given set of resources or by the members of a given community. As a low-cost 

way of supplying searchers with a low-detail, cloud-based view that can be used for 

browsing a resource-set’s categorial structure, the folksonomy has no equal. The 

descriptive function of most folksonomies [3], however, means that they are less usable 

as indexing tools than as search tools, and less usable as indexing tools than are their 

prescriptive cousins.  

 

The fundamental problems that controlled vocabularies are designed to solve, and that 

folksonomies often fail to address, include the tendencies for different people to use 

different forms of the same term (e.g, “cat” and “cats,” “informationretrieval” and 

“information_retrieval”), to use different terms (e.g., “car” and “automobile”) as labels 

for the same category, to use the same term (e.g., “jaguar”) as a label for different 

categories, and to use terms at different levels of specificity (e.g., “animal” and “jaguar”) 

as labels for the same resource (see, e.g., Guy & Tonkin 2006). The lack of control 

imposed by folksonomies over the ways in which the semantic relationships among terms 

are represented [9] means that the burden of solving these problems is shifted from the 

indexer to the searcher, and thus that the cost savings made in the provision of low-

quality indexing are canceled out by the high costs incurred by searchers who fail either 

to find everything that they want (low recall) or, often more frustratingly, to avoid 

everything that they don’t want (low precision).  

 

4  CURRENT RESEARCH FRONTS 
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In the late 2000s, research on tagging and folksonomy is fast-moving and proceeds on 

numerous fronts. Some of the key phenomena and questions that are addressed by 

researchers are summarized in Table 1. Four of these questions are considered in more 

detail below. 

 

4.1  WHY DO (OR SHOULD) PEOPLE TAG? 

 

The emphasis of any individual study of motivations may be on explanation and 

prediction (“Why do people tag?”), or on normative justification (“Why should people 

tag?”). Similarly, they may distinguish between explanations and/or justifications for the 

activity of taggers, and those for the activity of tagging-service designers. The 

motivations and goals of individual taggers can be complex, amorphous, and difficult to 

identify or express, even for those individuals themselves. Marlow et al. (2006) point out 

that individual taggers are likely to have multiple motivations simultaneously; that some 

are more readily influenced by (what they perceive to be) the normative behavior of 

others; and that, to meet their personal goals, some will deliberately subvert or repurpose 

the functionality of the tagging services they use. The situation is complicated by the 

likelihood that different individuals have different mental models of the ways in which 

use of tagging services can potentially help them to pursue their goals (Furner 2008).  

 

The actual motivations to offer the opportunity to tag that drive the activity of a given 

tagging service’s implementers—whether such goals are explicitly expressed or left 
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unstated—may potentially include any, or any combination of, the following (among 

others): 

 

1. Knowledge-oriented goals: 

¥ to improve resource discovery (a.k.a. information retrieval): i.e., to help people 

discover resources that have been tagged by others; 

¥ to improve resource rediscovery: i.e., to help people organize resources so that 

they can be found again; 

¥ to help people identify those resources and topics that are currently popular; 

¥ to help people engage with and understand the resources they tag and/or find; 

¥ to help people make meaning, and make sense of themselves, their communities, 

and their worlds. 

2. Self-oriented goals: 

¥ to help people attract attention to the resources they have created, collected, or 

published; 

¥ to help people express and communicate their opinions; 

¥ to help people demonstrate the breadth and/or depth of their knowledge; 

¥ to help people construct and present their identity; 

¥ to help people feel that they are empowered. 

3. Socially-oriented goals: 

¥ to help people share resources and knowledge about resources; 

¥ to help people collaborate with others, and/or participate in community or group 

activities; 
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¥ to help people identify others with whom they share interests; 

¥ to help people feel that they belong to a community; 

¥ to help people play and compete with others. 

4. Institutionally-oriented goals: 

¥ to provide people with entertainment, if only by improving the entertainment 

value of, and thereby the level of user satisfaction or “enchantment” with, the 

search experience; 

¥ to help the institution become or stay relevant and visible in its community; 

¥ to reduce the costs normally incurred in making resources accessible, and/or to 

make money. 

 

4.2  HOW MIGHT PEOPLE TAG? 

 

Studies of tagging-service design and interface focus on implementation issues. Tagging-

service designers continue to engage with questions about how tagging might work in 

tandem with vocabulary control and/or with social network analysis, and how analysis of 

users’ tagging activity might inform the construction of user models that support retrieval 

and recommender systems. Researchers study the ways in which folksonomies may be 

presented more effectively in visual form, the ways in which structured vocabularies 

(recording semantic relationships between tags) may be mechanically constructed on the 

basis of statistical analysis of tag co-occurrence, and the ways in which retrieval-

effectiveness issues may be addressed by weighting tags according to their level of usage 
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by people with different reputations and/or reliability ratings within their respective 

social networks.  

 

Tagging-service architects are also interested in assessing the extent to which the 

presence of individual system features influences the level at which users participate in 

tagging activity, the content of tags, and the rate of convergence on coherent 

folksonomies (Furnas et al. 2006). Proposals of methods for improving the quality of 

tagging practice include providing taggers with ways of recording explanations or 

justifications of their tagging decisions; allowing taggers to give feedback on the 

decisions made by others; automatically suggesting standard forms of tags (e.g., through 

co-occurrence analysis); and automatically suggesting different facets of resources for 

taggers to describe. 

 

4.3  WHAT KINDS OF RELATIONSHIPS ARE EXPRESSED AS A RESULT OF 

TAGGING? 

 

Descriptive studies of the effects of tagging examine the kinds of tags, and the kinds of 

tag-sets, that are generated by different kinds of tagger, for different kinds of resource, 

for different kinds of purpose, in different kinds of context, and over different periods of 

time. In their pioneering study of Del.icio.us data, Golder and Huberman (2006) found 

that there are a few tags that are used by a lot of people, and a lot of tags that are used 

only a few people; that there are a few people who tag a lot, and a lot of people who tag 

only a little; that the rate of growth in the size of the set of tags assigned over time by a 
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given tagger varies from person to person; that tags can indicate what a resource is about, 

what kind of thing it is, who created it, what the tagger’s opinion of it is, or any of 

various properties of the resource itself or of the relationship between the tagger and the 

resource; that the first tag specified by a given tagger for a given resource is more likely 

than not to be a “basic-level” term (in the sense established by Rosch et al. 1976); that 

most resources attract most of their tags early after publication, but some attract sudden, 

belated bursts in popularity; that the occurrence of such bursts is often influenced by the 

activity of particularly well-connected taggers; that “a significant amount of tagging, if 

not all, is done for personal use rather public benefit”; and that each tag’s frequency as a 

proportion of the total frequency of all tags assigned to a given resource remains stable 

over time.  

 

Golder and Huberman offer two alternative explanations for this final observation: an 

“Imitation” argument which asserts that people view acts (such as the assignment of a 

given tag) as correct and valid to the extent that multiple others are seen to be carrying 

them out; and a “Shared knowledge” argument which asserts that people reach agreement 

about the validity of acts (such as the assignment of a given tag) because of the validity 

of those acts in actual fact. For example, a resource to which the tag “cat” has already 

been assigned on numerous occasions is more likely in the future to be tagged with the 

same term than to be tagged with some other less-frequently occurring term—either 

because future taggers are aware of and influenced by the extent to which that tag has 

been used for the same purpose in the past; or because the resource really should be 

tagged “cat” (not so much because someone somehow has determined that it is 
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objectively about cats, but because in general resources should be tagged with the terms 

that most people will use to look for them) and, thankfully, we can rely on the democratic 

process to reveal the objective facts about which tags receive most inter-subjective 

approval. In essence, these are two rival explanations for the power-law distribution 

commonly observable in data on the products of human activity: one which emphasizes 

the operation of a “rich get richer” mechanism that assigns to any given action a 

probability that is proportional to its prior frequency of occurrence (Newman 2005), and 

one which emphasizes a “wisdom of the crowd” mechanism that provides access to “the 

facts” (i.e., the way the world objectively is) in any given case through calculation of the 

mean around which crowd-members’ decisions about that case are normally distributed 

(Surowiecki 2004). 

 

4.4  DOES TAGGING WORK? 

 

If the photograph of a cat that is wanted by the searcher who uses the search term “cat” is 

not tagged with “cat,” then it is a simple matter to identify the cause of the retrieval 

failure that will ensue: the cause is the low quality of indexing. Much of the history of 

that part of information science that is concerned with the design and evaluation of 

information retrieval (IR) systems is made up of a series of efforts to ensure high-quality 

indexing. Yet, even after almost fifty years of IR tests designed in part to clarify the 

nature of the relationship between the quality of the results of any process of resource 

description (such as indexing, classification, or tagging) and the level of effectiveness of 

retrieval from collections of indexed resources, there are many aspects of the resource-
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description process that are contested matters. Should the terms used to describe the 

properties of a resource be generated automatically or manually? Should those terms be 

derived directly from resources’ contents, or assigned from other sources? How specific 

in meaning should each term be? How exhaustive of the topics covered in a resource 

should a set of assigned terms be? Should the choice and form of terms be subject to the 

control provided by a vocabulary of candidate terms? How useful to indexers and 

searchers is access to a vocabulary in which the semantic relationships among terms are 

represented by a faceted and hierarchical structure? 

 

It is conventional to distinguish between efforts that focus on improving the quality of 

“manual” indexing carried out by people, and those that attempt to improve algorithms 

for “automatic” indexing by computers. On the manual side, persuasive arguments have 

been put forward in favor of: establishing controlled vocabularies that specify the terms 

that are allowable as index terms, the preferred forms of those terms, and the semantic 

relationships among those terms in a hierarchical, faceted structure; encouraging the use 

of controlled vocabularies both by indexers and by searchers; and presenting vocabulary 

structures in online formats that are both searchable and browsable by users. On the 

automatic side, sophisticated techniques have been developed for: weighting the terms 

contained in a resource’s original text in accordance with their usefulness as index terms; 

exploiting the semantic structures of vocabularies (themselves either manually- or 

automatically-constructed) in the expansion or reformulation of searchers’ queries; and 

treating context-based features of resources, such as links, as additional indicators of the 

relevance of resources.  
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Although it is sometimes viewed as a kind of “third way” of indexing, to be contrasted 

both with automatic indexing and with manual indexing as traditionally conceived, 

tagging is (like manual indexing) something that is usually done by people. The 

distinctive feature of tagging that differentiates it from other forms of manual indexing is 

that it is normally done voluntarily by people who are not employed as professional 

catalogers. By itself, the fact that taggers are normally also “end-users” (i.e., searchers) 

does not entail that taggers are precluded from making use of controlled vocabularies. 

While all folksonomies are, by definition, the products of tagging activity, it is not the 

case that all imaginable tagging services are productive of folksonomies. Indeed, 

questions about the relative value of tightening (rather than relaxing) various forms of 

control on taggers’ choices of tags have not yet been resolved. It is nonetheless clear that, 

if a primary function of a system that offers tagging opportunities is resource discovery, 

then that system should be evaluated on the basis of the success with which its users are 

enabled to discover resources—regardless of the extent to which vocabulary control is 

imposed on taggers. From this point of view, a key question to ask about any given 

folksonomy, and about the tagging activity that produces it—a question we would 

presumably wish to ask about any vocabulary used for indexing, and about the indexing 

activity that exploits it—is simply, How well does it work?  

 

Even within information science, the primary purpose of the generic activity of indexing 

has been conceptualized in various ways (see, e.g., Fidel 1994, Bates 1998). According to 

document-oriented views, the main goal of the indexer is (or should be) to select index 
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terms that represent the properties of documents accurately and exhaustively; in 

searcher-oriented views, in contrast, the main goal of the indexer is seen as one of 

accurately and exhaustively predicting the search terms that will be used on particular 

occasions in the future by searchers for whom particular documents are relevant. Two 

assumptions on which document-oriented views are based are that all the properties of 

documents are intrinsic and eternal, and that objective knowledge of those properties may 

easily be acquired by the reader or viewer. Searcher-oriented views allow that at least 

some of the properties of documents—notably their “subjects” or meanings—are 

contingent upon the ever-changing contexts in which those documents are produced and 

interpreted, that they are more properly understood as properties of the relationships 

between particular documents and particular readers, and that (since the knower is 

similarly situated in a set of complex, dynamic contexts) knowledge of those properties 

can only ever be subjective. Proponents of a “strong” variant of the searcher-oriented 

view will argue that the properties in question are wholly constructed by readers. 

 

Meanwhile, forms of indexing may be categorized not only according to the kinds of 

purpose or intention of indexers, but also according to the identity or role of indexers in 

the broader process of communication and documentation (see, e.g., Rafferty & 

Hidderley 2007). Expert-led methods are those by which intermediaries—professionals 

with LIS training—bring their knowledge of indexing theories, principles, tools, and 

techniques to bear on the practices of designing indexing languages and selecting index 

terms from the vocabularies of those languages to associate with documents. Automated 

techniques for selecting index terms, on the basis of some kind of mechanical analysis of 
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the physical properties of documents and their texts and images, may be characterized as 

machine-led. With author-led methods, the original creators of resources are the people 

who assign index terms, perhaps as indexing amateurs rather than professionals. And 

reader-led methods are those through which the readers and viewers of documents take 

center stage as the sources of term-assignment decisions.  

 

Indexing methods of any of these kinds may be driven either by a document-oriented or 

by a searcher-oriented motivation, as distinguished above. Since the 1950s, theoretical 

justifications of the appropriateness of particular expert- and machine-led methods have 

increasingly invoked searcher-oriented views of the purpose of indexing (see, e.g., Maron 

1977, Wilson 1978, Fidel 1994). In this context, indexing quality can be operationalized 

as the level of indexerÐsearcher consistency—i.e., the degree to which the tags assigned 

by taggers to a given resource match the tags used as search terms by searchers interested 

in that resource. The assumption is that, if indexers are able successfully to predict those 

terms that will be used by searchers in future queries to which the resources being 

indexed are relevant, then levels of retrieval effectiveness will be correspondingly high. 

Historically, observations of the correlation between indexer–searcher consistency and 

retrieval effectiveness have been used as evidence in support of the provision, both for 

indexers and searchers, of access to structured and controlled vocabularies of various 

kinds. 

 

Although a system designer’s decision not to provide vocabulary control is independent 

of the decision to implement tagging, most implementations of tagging are based on a 
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folksonomic model in which taggers’ choices of terms are not constrained in any way. 

The claim is often made that the folksonomies that emerge reflect more accurately the 

actual consensus of opinion of end-users of tagged resources. Tagger–searcher 

consistency in term selection is not considered to be adversely affected by the lack of 

vocabulary control, since it is assumed that taggers are drawn from the same population 

from which searchers are drawn and that high levels of tagger–searcher consistency (and 

high levels of retrieval effectiveness) are thus assured. 

 

It remains problematic that the soundness of this argument has not yet been rigorously 

examined. Few empirical evaluations exist of the effectiveness of retrieval from 

collections of tagged resources, and few tests have been carried out that would allow for 

verification of the assumption that—even though the searcher’s experience of bringing 

search terms to mind is “phenomenologically different” from the indexer’s experience of 

describing a resource that is immediately at hand (Bates 1998, p. 1186)—taggers tend to 

use the same terms to tag resources as searchers use to look for those resources.  

 

5  CONCLUSION 

 

The primary innovation of the folksonomy as a form of indexing language lies in its 

emergent, distributed nature. Taking a structuralist, network-analytic view serves to 

highlight the formal similarity of folksonomies to ontologies, semantic nets, topic maps, 

concept maps, taxonomies, classification schemes, and other kinds of conceptual 

structure that are composed at least partly of representations of relationships among 
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concepts. Several ways of differentiating among different kinds of conceptual structure or 

knowledge organization scheme (KOS) have been suggested (see, e.g., Gilchrist 2003); in 

the current context, it is sufficient to point out that such structures may be located (i) on 

one dimension in accordance with the extent to which they change over time, (ii) on 

another in accordance with the extent to which the changes that are made take account of 

the views of a majority rather than a select minority of users, (iii) on a third in accordance 

with the extent to which changes are made on the basis of empirical observations rather 

than rational judgments, and (iv) on a fourth in accordance with the extent to which 

changes are made as a result of quantitative rather than qualitative analysis. Much has 

been made in the popular literature (see, e.g., Shirky 2005, Weinberger 2005) of the 

supposed dissimilarity between folksonomies like the one that has emerged from taggers’ 

use of the Del.icio.us tagging service, and bibliographic classification schemes like 

OCLC’s Dewey Decimal Classification (DDC).18 Yet both are structures that could 

plausibly be located in the same octant of the four-dimensional array outlined above, as 

both are continuously updated on the basis of quantitative analysis of empirical data 

gathered from a wide variety of sources. The brute fact that the structure of the 

folksonomy is the indirect (or “bottom-up”) result of agents’ resource-labeling activity, 

whereas the structure of the classification scheme is the direct (or “top-down”) result of 

agents’ concept-labeling activity, has no bearing in itself on the success with which either 

scheme represents the full diversity of its users’ views, reflects change in a timely 

manner, or enables resource discovery.  

 

                                                
18 http://www.oclc.org/dewey/  
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Figure 1. The cloud of tags most popular with Del.icio.us users, as at June 15, 2008. 
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Figure 2. The list of resources most recently tagged with “library” by Del.icio.us users, as 

at June 15, 2008. 
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Key phenomena Key questions 

Practices How do people tag? 

Communities; cultures; networks What social structures shape, and are shaped by, 

tagging practices? 

Contexts; motivations; meanings; 

incentives 

Why do (or should) people tag? 

Designs; interfaces How might people tag? 

Effects [I] [Descriptive:] What kinds of relationships among 

taggers, tags, and tagged resources are expressed as 

a result of tagging? 

Effects [II] [Evaluative:] Does tagging work? 

Methods In what ways might (or should) we study tagging? 

Paradigms; fields; institutions How does tagging research change information 

science? 

 

Table 1. Key phenomena and questions addressed in research on folksonomy and 

tagging. 


